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Minimal Interoperability Mechanisms

Welcome to the MIMs Landing Page. Here you will find an overview of the MIMs
specifications, current and archived, as well as general resources for MIMs
development.

If you are an OASC member or partner and you are interested in joining a MIM
working group, please get in touch through this form .

The minimal interoperability mechanisms (MIMs) enable a minimal but sufficient
level of interoperability for data, systems, and services specifically in the context of
smart city solutions.

The intended audience for this document are:

1. Solution providers that wish to make sure their solutions are interoperable with
other and allow fluid exchange of data within a Smart Cities and Communities
context.

2. Procurers that wish to procure solutions that are future-proof and allow cost-
effective integration within an existing Smart Cities and Communities
Information and Communication Technology (ICT) architecture.

MIM Framework
MIMs are organised in a simple framework that consist of two distinct categories:

* Foundational MIMs

e Application-Specific MIMs.
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Foundational MIMs

These MIMs provide the core functionalities needed to have data interoperability
within a city's data ecosystem. These MIMs focus on complementary capabilities
with a clear separation of concerns. They can also be considered incrementally for
a city's digital transformation journey when building an interoperability local data
ecosystem. For instance, context information management relates both to data
access and interlinking it. Even though different technologies may be used to
realise one or the other, NGSLI-LD, for instance, tackles them both.

Foundational MIMs tackle interoperability issues that are related to the typical
data journey:

e Before any data can be made available in a city's data ecosystem, access to
relevant data sources to encompass that ecosystem has to be ensured. All data
should be made available via APIs, ideally based on interoperable standards.
(MIMO) ~

* Once data is accessible, it should be represented in an interoperable way using
standards-based data format so it can be effectively used across an
organisation or the wider data ecosystem. (MIM2) #

* The next step in establishing an interoperable data ecosystem is to ensure that
data is discoverable and adequately described (meta-data) to facilitate its reuse
by others and that usage terms are clearly defined in an interoperable way. A
data ecosystem also requires suitable value flow and trust mechanisms to
ensure that providers and consumers in a data ecosystem can exchange data in
an interoperable and trusted way. (MIM3) #

* |n order to better extract insights and knowledge from data, data users need a
way to interlink data sources in a data ecosystem to express contextual
relationships that aid further interpretation. Management of such contextual
relationships should be achieved in interoperable ways across different data
sources. (MIM1) ~
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Application-specific MIMs

These MIMs address other issues to be solved in order for the ecosystem to realise
its full potential. These MIMs will enhance the functionalities of the data ecosystem.
They draw strongly on the foundational MIMs. They address particular application
areas of data sharing in which further interoperability issues might exist.

Individual MIM structure

Based on the ITU Y.4505 standard 2, previously known as Y.MIM, the
documentation for any particular MIM is required to cover the following content:

Objectives

Capabilities

Requirements

* Mechanisms
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Accessing Data (MIMO)

This repository contains the development version of the Open & Agile Smart Cities'
development version of the Accessing Data Minimum Interoperability Mechanisms.

Open & Agile Smart Cities 7 is a global network that assists local administrations of
all sizes in their digital transformation.

Minimal Interoperability Mechanism 2 are vendor-neutral and technology-agnostic
mechanisms to help enable a minimal but sufficient level of interoperability for data,
systems, and services.

This Minimal Interoperability Mechanism is about Accessing Data. It helps facilitate
the ways data can be accessed, once data sets are discovered and agreements are
in place.

Each Minimal Interoperability Mechanism is composed of:

* Objective

e Capabilities and Requirements
* Mechanisms

* Interoperability Guidance

e Conformance and Compliance Testing
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Objective

The Objective of this MIM is being able to access data, understanding how this
access is organised.
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Capabilities and Requirements

Terminology

The key words MAY, MUST, MUST NOT, and SHOULD in this document are to
be interpreted as described when, and only when, they appear in all capitals, as
follows:

e "SHALL" indicates a requirement
e "SHOULD" indicates a recommendation
e "MAY" is used to indicate that something is permitted

e "CAN" is used to indicate that something is possible, for example, that an
organization or individual is able to do something

C1Machine-readable data is retrievable through the web

Public sector data systems should support a variety of standardized methods for
accessing data, including downloads, subscriptions, streams, and real-time feeds,
to ensure flexibility and usability for different types of users, types of data and use
cases.

Requirements:

* R1.1 Systems SHALL allow retrieval of data in at least one machine-readable
format. Formats can be specified through HTTP Content-Negotiation

* R1.2 Data SHALL be retrievable via at least one standard web-based
mechanism

¢ R1.3 Access mechanism(s) SHALL be formally described
* R1.4 Data Models used by payloads should be specified (see MIM2)
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G Examples
e REST APIs over HTTP(S) endpoints described with OpenAPI

e Payloads are machine readable (CSV, JSON, XML, Parquet, Protobuf ...)

C2 Access is structured and queryable

Data access should be based on a uniform structure and support querying and
filtering, enabling efficient reuse and integration.

Requirements:

* R2.1 Systems SHALL provide data through a structured and consistent interface

* R2.2 Systems SHALL support basic querying and/or filtering (e.g. by time,
location, attributes)

jHHE Additional best practice to consider:

APIs **SHOULD** support retrieval of current data

APIs *xSHOULD** support retrieval of historical data when applicable
APIs xxSHOULD** support geospatial querying when applicable (see MIM7)
APIs *xSHOULD** support subscription to changes when applicable

APIs **SHOULD** expose next expected update timestamp

APIs **SHOULD** support explicit versioning of endpoints

APIs **SHOULD** provide example payloads or test queries

APIs **SHOULD** support standard HTTP caching headers

APIs **SHOULD** communicate rate limit status via standard HTTP headezrs
APIs xxSHOULD#%* return structured error bodies

APIs *xMAY** support partial responses or query projections

APIs *xMAY** expose a standard health/status endpoint

@ Examples
e RESTful APIs with query parameters (e.g. NGSI-LD)

e Metadata-enabled filtering
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C3 Changes in data can be subscribed to

Use cases that require notifications or signals (such as real-time data) should allow
consumers to subscribe to changes in data, enabling timely and efficient data
exchange without continuous polling.

Requirements:

* R3.1 Systems for use cases that require notifications SHALL provide at least one
mechanism to receive updates on data changes

* R3.2 Systems MAY support multiple subscription mechanisms depending on
use case

(@) Examples
e Subscription/notification APIs
e Message queues (e.g. Kafka, RabbitMQ)
e Webhooks

e Polling (as a basic fallback)

C4 Access to information can be restricted

If such restrictions are in place, they SHALL follow the requirements defined in
MIM3 and MIMBG, specifically:

* actor identification (MIM3.C5.R0),
e authorization and actor roles (MIM6.C1.R4)

* data asset-level policies (MIM6.C1.R4)

10
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Mechanisms

Mechanism 1: REST API with JSON Description

1. Overview

This Mechanism defines how public sector data systems can expose data in an
interoperable, machine-readable way using REST APIs described in JSON via
OpenAPI 3.1. It fulfils all capabilities and requirements of MIM1 (Accessing Data)
and is grounded in widely adopted open standards from IETF, OGC, and the
OpenAPI Initiative.

The Mechanism is intentionally technology-neutral at the payload level: it mandates
how data is exposed and described, not what the data model is (that is the domain
of MIM2). It is suitable for a wide range of smart city data — sensor readings,
mobility data, environmental monitoring, permit registries, events, and more.

11
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2. Core Standards Referenced

Standard

OpenAPI Specification 3.1 (OAl)

RFC 9110 - HTTP Semantics (IETF)

RFC 9111 - HTTP Caching (IETF)

RFC 7807 /| RFC 9457 - Problem Details for
HTTP APIs (IETF)

draft-ietf-httpapi-ratelimit-headers (IETF
HTTPAPI WG)

JSON Schema (2020-12)

OGC SensorThings API Part 1 (OGC/ISO
15075-1)

OGC API - Features Part 1 (OGC/ISO 19168-

1)

AsyncAPI 3.0

RFC 8288 — Web Linking (IETF)

Role in this Mechanism

Formal machine-readable description of all
API endpoints, parameters,
request/response schemas, content types,
and examples

Foundation for all HTTP interactions:
methods, status codes, content negotiation
via Accept / Content-Type headers

Cache-Control, ETag, Last-Modified
headers for efficient data retrieval

Structured, machine-readable error
responses

RateLimit , RateLimit-Policy headersto
communicate quota status to consumers

Schema definitions for all request and
response payloads, embedded in or
referenced from the OpenAPI description

Recommended profile for loT/sensor data
streams with built-in subscription support
via MQTT

Recommended profile for geospatial feature
data with standardised bbox , datetime |,
and property filters

Optional complementary description of
subscription/notification channels
(Webhooks, MQTT, SSE)

Link headers and hypermedia relations for
pagination, self-describing resources

12
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3. Mechanism Description

3.1Data Retrieval over HTTP(S)

All data resources are exposed as HTTPS endpoints following RESTful resource-
oriented design. Each resource collection is addressable via a stable URI. Clients
retrieve data using standard HTTP GET requests.

Supported response formats are negotiated using the HTTP Accept header (per
RFC 9110), with the server indicating the chosen format via Content-Type . The
Mechanism requires support for at least one machine-readable format; JSON

( application/json ) is the baseline, and implementations are encouraged to also
support GeoJSON ( application/geo+json ), JSON-LD ( application/ld+json ),
and optionally CSV or Parquet for bulk downloads.

Format negotiation can also be achieved via the ?f= query parameter as a fallback
for clients unable to control HTTP headers (following OGC API - Common practice).

3.2 Formal API Description in JSON

Every API instance conforming to this Mechanism MUST publish an OpenAPI 3.1
description document, accessible at a well-known path (e.g. /api or
/openapi.json ). This document:

e Lists all endpoints with their HTTP methods, path parameters, query
parameters, and response schemas

* Declares all supported content types per endpoint using the OpenAPI content
map

* Embeds or references JSON Schema 2020-12 definitions for all payload
structures

* Includes at least one worked example per endpoint ( examples or x-
extension fields)

* Documents authentication requirements using OpenAPI| securitySchemes (see
Section 3.5)

13
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The OpenAPI document itself is the machine-readable contract (R1.3) and the
payload schema pointer (R1.4).

3.3 Structured and Queryable Interface

All collection endpoints follow a uniform URL pattern:

GET /collections/{collectionId?/items

This pattern is borrowed from OGC API - Features, which has been adopted as ISO
19168-1, and ensures structural consistency across implementations from different
vendors and cities.

Filtering is performed through standard query parameters, all documented in the
OpenAPI description:

Query Parameter Purpose Standard Basis
Filter by time range or

datetime instant ( 2024-01- OGC API - Features
01TO0:00:00Z/.. )

Geospatial bounding box

bbox . OGC API - Features
filter
properties (or domain- . o OGC API - Features Part 3/
- Attribute-level filtering
specific params) CQL2
limit / offset Pagination OGC API - Common
f Format override OGC API - Common

Responses include RFC 8288 Link headers with rel=next , rel=prev ,
rel=self , and rel=alternate to support pagination and format discovery without
out-of-band knowledge.

For time-series or sensor data, the OGC SensorThings API resource model (Things
— Datastreams — Observations) is the recommended profile, with identical query
parameter conventions.

14
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3.4 Subscriptions and Change Notifications

For use cases requiring near-real-time updates, the Mechanism supports three
subscription patterns of increasing complexity:

Polling (baseline fallback): Clients repeatedly GET a collection endpoint. The API
supports If-None-Match / If-Modified-Since headers (RFC 9111) to enable
conditional requests, returning 304 Not Modified when data has not changed,
minimising bandwidth. An X-Next-Update header (or equivalent OpenAPI
extension) communicates the next expected data refresh time.

Webhooks: Clients register a callback URL viaa POST /subscriptions endpoint
described in the OpenAPI document. When data changes, the server issues an
HTTP PoST to the registered URL with a change payload. The subscription
resource and callback schema are described using AsyncAPI 3.0 or as an OpenAPI
extension.

MQTT / SSE (for streaming/loT): When using the OGC SensorThings API profile,
MQTT publish/subscribe is available as Part 1 already defines the binding. Server-
Sent Events ( text/event-stream ) can be offered as a lightweight browser-friendly
alternative.

All subscription endpoints and their payload schemas are formally described in the
API description document, fulfilling R1.3 for the notification channel.

3.5 Access Control

When access restrictions apply, the Mechanism defers to MIM3 (actor
identification) and MIM®6 (authorisation and data asset-level policies). Concretely:

e Actor identification is achieved via OAuth 2.0 / OpenID Connect bearer tokens
( Authorization: Bearer .. ), declared as an openIdConnect or oauth2
security scheme in the OpenAPI description.

e Authorisation policies (role-based or attribute-based) are enforced at the API
gateway or resource server level.

* The OpenAPI description documents which endpoints require which scopes,
making the access model machine-readable and auditable.

15
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3.6 Operational Headers and Best Practices

Implementations following this Mechanism SHOULD include the following HTTP
response headers on all collection endpoints:

Header Purpose
Cache-Control Freshness and cacheability (RFC 9111)
ETag / Last-Modified Conditional request support (RFC 9111)

Quota transparency (IETF draft-ietf-httpapi-

RatelLimit , RatelLimit-Policy -
ratelimit-headers)

X-Next-Update Next expected data refresh timestamp

Pagination and alternate format links (RFC
8288)

Link
Error responses MUST use the RFC 9457 Problem Details format
( application/problem+json ), providing type , title, status , detail , and
optionally instance fields. This ensures errors are machine-parseable by generic
API clients.

A GET /health or GET /status endpoint SHOULD be provided, returning a simple
structured JSON document indicating service availability, APl version, and data
freshness.

3.7 Why This Mechanism Is Interoperable

This Mechanism achieves interoperability through several complementary layers:

Syntactic interoperability is achieved by mandating JSON as the baseline wire
format and OpenAPI 3.1 as the formal description language. Any client capable of
parsing an OpenAPI document can auto-discover endpoints, parameters, and
schemas without prior bilateral agreement.

16
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Structural interoperability is achieved through the uniform OGC API - Features /
SensorThings resource and query model. A client written for one smart city data
portal can query another without reconfiguration, because the endpoint pattern,
filtering parameters, and pagination conventions are standardised.

Semantic interoperability is supported by the MIM2 data model reference
mechanism: the OpenAPI description points to the schema definitions used, which
can be JSON-LD contexts or domain ontologies. This Mechanism does not
prescribe the model but ensures it is referenceable.

Protocol interoperability is guaranteed by grounding everything in IETF HTTP
standards (RFC 9110, 9111), which are universally implemented across all languages,
platforms, and APl gateways.

Discovery interoperability is enabled by the well-known OpenAPIl document path
and the Link headers on every response. Aggregators and data catalogues (e.g.
DCAT-AP conformant portals) can crawl and index APIs without custom connectors.

17
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4. Requirements Mapping Table

Req. ID

R1.1

R1.2

R1.3

Requirement Text

Systems SHALL allow
retrieval of data in at least
one machine-readable
format. Formats can be
specified through HTTP
Content-Negotiation.

Data SHALL be retrievable
via at least one standard
web-based mechanism.

Access mechanism(s)
SHALL be formally
described.

How This Mechanism
Implements It

JSON ( application/json )
is the mandatory baseline
format. Additional formats
(GeoJSON, JSON-LD, CSV)
are optionally supported.
Format selection uses the
HTTP Accept header per
RFC 9110, or the ?f= query
parameter as a fallback.

Data is retrieved via HTTPS
GET requests on standard
URI-addressed collection
endpoints following RESTful
conventions and the OGC
API - Features URL pattern
(1ISO 19168-1).

A machine-readable
OpenAPI 3.1 description
document is published at a
well-known URL ( /api or

/openapi.json ). It formally
describes all endpoints,
methods, parameters,
schemas, content types,
security, and examples.
Subscription channels are
additionally described using
AsyncAPI 3.0.

18
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R1.4

R2.1

R2.2

R3.1

Data Models used by
payloads should be
specified (see MIM2).

Systems SHALL provide
data through a structured
and consistent interface.

Systems SHALL support
basic querying and/or
filtering (e.g. by time,
location, attributes).

Systems for use cases that
require notifications SHALL
provide at least one
mechanism to receive
updates on data changes.

The OpenAPI description
references JSON Schema
2020-12 definitions for all
request and response
payloads. These schemas
canin turn reference
external MIM2-conformant
data models via $ref or
JSON-LD @context .

All collection resources
follow the uniform OGC API
— Features pattern

( /collections/§id}/items
). Pagination, filtering, and
response envelope
structures are consistent
across all endpoints and
documented in the shared
OpenAPI description.

Filtering is supported via
standardised query
parameters: datetime for
temporal filtering, bbox for
geospatial filtering, and
property-level filters (OGC
API - Features Part 3/
CQL2). All parameters are
documented in the OpenAPI
description.

At minimum, polling with
conditional HTTP requests
( If-None-Match , If-
Modified-Since , 304 Not
Modified ) is supported.
Implementations with real-
time requirements provide
Webhooks (POST
callbacks) and/or MQTT
(via OGC SensorThings API
profile).

19
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R3.2

R4 (MIM3/MIMG ref.)

Systems MAY support
multiple subscription
mechanisms depending on
use case.

Access restrictions SHALL
follow MIM3 actor
identification and MIM6

authorisation requirements.

The Mechanism defines
three tiers: (1) conditional
polling as a universal
baseline, (2) Webhooks for
event-driven consumers,
and (3) MQTT or Server-
Sent Events for
streaming/loT use cases. All
are described in the API
description document.

OAuth 2.0 / OpenID
Connect bearer tokens are
used for actor identification.
Authorisation scopes are
declared in the OpenAPI

securitySchemes section,
making the access policy
machine-readable. Data-
asset-level policies are
enforced at the API gateway
level in conformance with
MIM®6.

20
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Resources

The resources for this MIM can be found on the GitHub ~ repo

Uitleg van Danny Greefhorst over gegevensuitwisseling en relatie tot metadata en
standaarden https://www.slideshare.net/slideshow/toelichting-domeinarchitectuur-
gegevensuitwisseling-voor-dadd-2024/272299208 ~

NORA-GDI gegevensuitwisseling
https://www.noraonline.nl/wiki/Bedrijfsobjecten_Domeinarchitectuur_Gegevensuitwi
sseling ~

Github MinBZK GDI Gegevensuitwisseling https://github.com/minbzk/gdi-
gegevensuitwisseling 2

NORA-GDI architectuur https://www.noraonline.nl/wiki/GDI-Architectuur_(GA) »
NEN normen informatie- en archiefmanagement
https://www.nen.nl/media/PDF/3909_NEN_overzichtplaat_Normen_informatie_en_ar
chiefmanagement_V2_RGB.pdf »

EKGF DPROD Ontology
ekgf.github.io

https://bitol-io.github.io/open-data-contract-standard/v3.0.1/#data-quality #

21
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Interlinking Data (MIM1)

This repository contains the development version of the Open & Agile Smart Cities'
development version of the Interlinking Data Minimum Interoperability Mechanisms.

Open & Agile Smart Cities 7 is a global network that assists local administrations of
all sizes in their digital transformation.

Minimal Interoperability Mechanism 2 are vendor-neutral and technology-agnostic
mechanisms to help enable a minimal but sufficient level of interoperability for data,
systems, and services.

This Minimal Interoperability Mechanism is about Accessing Data. It helps facilitate
the ways data can be accessed, once data sets are discovered and agreements are
in place.

Each Minimal Interoperability Mechanism is composed of:

* Objective

e Capabilities and Requirements
* Mechanisms

* Interoperability Guidance

e Conformance and Compliance Testing

22
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Objectives

The objective of this MIM is to make it possible to relate data coming from different
systems in an automated way. It allows the creation of relations between individual
data points through the definition of identifiers, and to contextualise data to achieve

semantic interoperability.

23
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Capabilities and Requirements

C1: Entities are identified using unique identifiers
Requirements:

* R1.1: Every entity within the system has a unique identifier

* R1.2: There exists a way to retrieve information about an entity by looking up the
identifier within a system

e R1.3:if a unique identifier points to the same entity within multiple systems, it is
possible to derive the way to look up information about it in each of these
systems

* R14:if a multiple unique identifiers point to the same entity, it is possible to map
them

* R1.5: It is possible to create identifiers that are persistent over time

C2: Entities can be typed

When retrieving information about an entity, it should be possible to retrieve the
semantics describing that information

Questions:

® Should this retrieval of semantics be possible in an automated way or may it
be manual?

e Can an entity have multiple Types (should this be included in this
capability?)

Requirements:

24
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* R2.1: There is a way to retreive the semantics of an entity, only using its unique
identifier

e R2.2: These semantics are described in a machine-readable format

C3: Entities can be (de)referenced

@ Definition: dereferencing. To dereference is to access a value or object located in a
memory location stored in a pointer—the pointer directs you to the stored value. In the
context of Linked Data (LD), dereferencing is used in relation to Uniform Resource
Identifiers (URIs) and whether or not they are dereferenceable.

Requirements:

* R3.1: There exists a way to dereference a relation defined on an entity

e R3.2: There exists a way to apply additional semantics to an existing ontology

25



GO-LI.EU

Mechanisms

Mechanism 1: Linked Data with RDF, OWL, and SHACL

1. Overview

This Mechanism defines how public sector data systems can interlink and identify
entities in an interoperable, machine-interpretable way using RDF 1.2, OWL 2,
SHACL 1.2, and SPARQL 1.2. It fulfils all capabilities and requirements of MIM2
(Interlinking Data) and is grounded in the W3C Semantic Web standards stack,
which provides the most mature and widely deployed foundation for entity
identification, typing, dereferencing, and cross-system identity mapping on the
Web.

The Mechanism is technology-neutral with respect to the domain model: it
mandates how entities are named, typed, described, and linked — not what domain
ontology is used. It is applicable to any smart city data domain: infrastructure
assets, sensors, persons, organisations, administrative units, events, and more.

26
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2. Core Standards Referenced

Standard

RDF 1.2 (W3C CR, April 2026)

RDF Schema (RDFS) 1.1 (W3C Rec)

OWL 2 (W3C Rec)

SHACL 1.2 (W3C CR, 2025)

SPARQL 1.2 (W3C WD, 2026)

JSON-LD 1.1 (W3C Rec)

Turtle 1.1 (W3C Rec)

SKOS (W3C Rec)

Linked Data Platform 1.0 (LDP) (W3C Rec)

Role in this Mechanism

Core data model: all entities and their

properties are expressed as subject—

predicate—object triples using IRIs and
literals

Lightweight class and property hierarchies,
rdfs:label ,
rdfs:seeAlso for human- and machine-

readable descriptions

rdfs:comment ,

Formal ontology language for entity typing,

equivalence ( owl:sameAs ,
owl:equivalentClass ), and logical

constraints enabling automated reasoning

Closed-world constraint language for
validating RDF graphs against shape
definitions; used to enforce data quality and
schema compliance

Query and update language over RDF
datasets; used for entity lookup, federation,
and programmatic access

JSON serialisation of RDF with @context
mappings; the recommended exchange
format for developer-friendly consumption

Compact, human-readable RDF
serialisation; recommended for ontology
authoring and static publishing

Simple Knowledge Organisation System;
used for concept alignment and lightweight
cross-vocabulary mappings

( skos:exactMatch , skos:broadMatch )

HTTP-based protocol for reading and
writing RDF resources; governs how entity
IRIs are resolved and how containers
expose collections of resources

27
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Foundation for IRI dereferencing, content
negotiation ( Accept / Content-Type ), and
303 See Other redirect patterns for non-
information resources

RFC 9110 - HTTP Semantics (IETF)

Best-practice guidance for persistent,
W3C Cool URIs for the Semantic Web dereferenceable, hash- or slash-based IRI
design

3. Mechanism Description

3.1Entity Identification with Globally Unique IRIs (C1)

Every entity exposed by a system conforming to this Mechanism is identified by an
IRI (Internationalised Resource Identifier) — the RDF-native form of URI, as
defined in RDF 1.2. IRIs serve simultaneously as the unique identifier and as the
retrieval address for the entity's description.

IRl design follows the W3C Cool URIs for the Semantic Web guidance. Two patterns
are supported:

Hash URIs (preferred for ontologies and small datasets):

https://data.city.example/ontology/building#Building

The document at https://data.city.example/ontology/building describes all
resources in that namespace. The fragment #Building identifies the specific
entity within it.

Slash URIs (preferred for large instance datasets):

https://data.city.example/resource/sensor/S-00421

28
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An HTTP GET on this IRl returns a description of that sensor. For non-information
resources (physical objects, people), the server issues a 303 See Other redirectto
a document IRI, following the httpRange-14 pattern, so that the IRl consistently
identifies the real-world thing while a separate document describes it.

Persistence is guaranteed by minting IRIs under a domain or path prefix that is
under long-term governance control (e.qg., a city's official data domain, a national
URI authority, or a handle/ARK resolver that redirects to current locations). The IRI
is treated as the canonical identifier in all downstream systems; implementations
MUST NOT generate IRIs that embed volatile implementation details such as
database row IDs or server hostnames.

3.2 Entity Lookup by IRI (C1—R1.2)

The Mechanism uses HTTP content negotiation (RFC 9110) to serve the
description of an entity based on the client's Accept header. When a client
dereferences an entity IRI, the server returns a machine-readable RDF description
in the requested serialisation:

Accept Header Format Returned
application/ld+json JSON-LD 1.1 (recommended default)
text/turtle Turtle 1.1

application/rdf+xml RDF/XML

application/n-triples N-Triples

Human-readable HTML (with embedded

text/html
ext/htm JSON-LD ina <script> tag)

The returned RDF document contains at minimum:

* The entity's IRl as subject
e An rdf:type triple declaring the entity's class
®* A rdfs:label in atleast one language

* Any owl:sameAs Or skos:exactMatch links to equivalent entities in other
systems

29
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